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Abstract total number of matches [4]. Only few earlier works cap-
ture and exploit the relationships among the model views.
We present a new approach to appearance-based objecin [5], the model views are first clustered, and links are
recognition, which captures the relationships between-mul made between corresponding features in adjacent views. By
tiple model views and exploits them to improve recognition following the links, a feature from the test image votes for
performance. the view to which is matched, and for the adjacent ones.
The basic building block are local, viewpoint invariant The system gains robustness, because the votes are not dis-
regions. We propose an efficient algorithm for partitioning persed among similar model views. In [8], a higher degree
a set of region matches into groups lying on smooth surfacesof integration is reached by building a 3D model of the ob-
(GAMs). During modeling, the model views are connected ject, prior to recognition. In this paper, we present a new
by a large number of region-tracks, each aggregating im- approach which effectively integrates the contributiofis o
age regions of a single physical region across the views. Atmultiple model views. It reaches a deeper level of integra-
recognition time, GAMs are constructed matching a test im- tion than [5], without requiring the construction of a 3D
age to each model view. The consistency of configurationsmodel. This has the advantage that the selection of model
of GAMs is measured by exploiting the model connections.views is far less constrained. Indeed, not all features teed
The most consistent configuration, covering the object asbe visible in at least two or three views (but we exploit this
completely as possible is found by a genetic algorithm. In- overlap whenever it occurs). Moreover, there is no danger
troducing GAMs as an intermediate grouping level facili- of degenerate cases such as views showing only a single pla-
tates decision-making and improves discriminative power. nar part. As an additional advantage, our method is capable
As a complementary application, we introduce a novel of recognizing objects undergoing non-rigid deformations
GAM-based two-view filter and demonstrate its effective-  The main ingredient of our approach is the novel con-

ness in recovering correct matches in the presence of up tocept of agroup of aggregated match¢©SAM). A GAM

96% mismatches. is a set of region matches between two images, which are
. distributed over a smooth surface of the object/scene. The
1. Introduction GAM idea is similar in spirit to the work of Selinger and

In the last f bi . OR h Nelson [9], who advocate the benefits of an intermediate
n the last few years, object recognition (OR) approac esperceptual grouping level between primitives and views.

based on local viewpoint invariant features have become N"Unlike in their work, here the primitives being grouped are

greasmﬁly prUIar' In the corgr_ngn baS(IjC sclh?me [11, 62j7|’region matches, rather than contour fragments. Moreover,
1, small regions are extracted independently from a mode GAMs are inherently a two-view concept, whereas contour

anq atest image in a "'eWPO'm mvangnt way, then charac- fragments are defined in individual views. A set of matches,
ter_|zed_by mvan:_;mt dgscrlpto_rs_ and finally matched. Th_e including anarbitrary amount of mismatches, can be par-
object is recognized if a sufficient number of matches is titioned into GAMs (section 2). The obtained GAMs have

fOLl”fld'tThe Eo_wert Olf these :netr(:tds IS ENOfOIId' _F|rst,SI0- two fundamental properties. First, a GAM is nearly always
cal features bring toleérance to clutier and occlusions- Sec ‘pure’, i.e.. composed only of correct matches or only of

ond, the extractors and descriptors are invariant undeweaffi ..~ has Second, the number of matches in a GAM re-

tra\rﬁ:‘ormatlons,Iallov(\;lnlg Igrge w;awpowgt. changes. ilabl lates to its probability of being correct. If a GAM is com-
en several model views of an object are available, posed of many region matches (typically more than 5), it

most systems match the test image to each modelwewmdeTS very probably correct, whereas if it has only a few, it

pendently, and then just select the best one or consider thgg ;g jally incorrect. When evaluating the correctness and
*The authors gratefully acknowledge support by EC proje@H8 and structure of sets of matches_, it is convenient to reason at
the Fund for Scientific Research Flanders (Belgium) the higher perceptual grouping level that GAMs offer: no




longer consider unrelated region matches, but the cadlecti
of GAMs instead. GAMs become the atomic unit, and their R | L 0
sizes is a precious piece of information. Moreover, the com- o Q Rﬁ R R,
putational complexity of a problem can be reduced, because l@//»
QZ

there are far less relevant GAMs than region matches.
We now give an overview of the proposed OR system. p

During modeling, the model views are densely connected

by a number ofegion-tracks Each region-track connects Figure 1:Affine dissimilarity.d is one term in function (1).

the image regions of a certain physical surface patch across

the views (section 4). At recognition time, we match each Where Ag, ., is the affine transformation mapping

model view to the test image and partition the resulting setsfrom viewa to viewd, andR;, is pointp; of regionR in view

of matches into GAMs (section 5). The matching is per- v. By averaging over the two regions, we obtain #ftne

formed by the method of [4], which densely covers the ob- dissimilarity D, (R, Q) = 5(D(R, Q)+ D(Q, R)) between

ject with matches and allows non-rigid deformations. The (the affine transformations off and@. This measure is

image area covered by the dense set of matches also prosymmetric in the regionandin the views. This brings sta-

vides a segmentation of the object. The coherence of ability and helps dealing fairly with large scale changesoTw

configurationof GAMs, possibly originating from different ~ region matches have a high dissimilarity if either is a mis-

model views, is evaluated using the region tracks that spanmatch, or if they lie on different surfaces.

the model views, and assigned a score (subsection 5.3). We ]

maximize the score function over all possible configuration 2.2 Constructing GAMs

with a Genetic Algorithm (subsection 5.4). The maximal The matches are partitioned by the following algorithm,

score represents the system'’s confidence in the presence of, . .

the object and strongly increases in presence of compati which starts a GAM from a single match and then grows
) . o Pt by iterativel ing matches. The algorithm tak in-

ble GAMs. In this fashion, the system’s ability to discrimi- t by iteratively adding matches. The algorithm takes as

. . . ut the sef? of region matches.
nate between objects improves over the simple approach oP 9
counting the total number of matches to all model views. 1. A region match is removed frofa and used to create

As another advantage, incorrect GAMs are discovered be- a new GAM.
cause they do not belong to the best configuration. These 5 gearch) for a region with affine dissimilarity to the
improvements are demonstrated in the result section 6. GAM below a certain threshofd The search proceeds
As a complementary application, GAMs are very useful from the region which is spatially closest to the GAM,
also in the context of robust wide baseline stereo match- to the spatially farthest. The spatial distance of a re-
ing. In section 3, we propose a GAM-based filter which is gion to the GAM s the average Euclidean distance to
largely insensitive to the percentage of correct matches. W the composing regions, measured in the first view. The
show that the filter is capable of recovering correct matches affine dissimilarity between a region and the GAM is
in sets containing up to 96% mismatches. the weighted mean of the affine dissimilarities to each
2 AM region in the GAM. The weights are set inversely pro-
. G . .
portional to the square of the distances between the re-
This section describes an incremental grouping algorithm t gions, and sum up to 1.

partition a set of matches between two images into GAMs. 3. As soon as a suitable region is found, it is added to
The matches can be generated by any affine invariantregion  the GAM and the search stops. The region is removed

matcher such as [11, 6, 7]. from €, and the algorithm iterates to 2. If no such
. L region is found, the current GAM is closed. The algo-
2.1 Affine dissimilarity rithm goes back to 1, where a new GAM is created and

The grouping process is driven by the similarity between then grown. The process terminates wkkis empty.

the geometric (affine) transformations that map the regionstpg algorithm groups two regions in the same GAM if they
from one view to another. Consider 3 points on each region: p5ye 4 similar affine transformation or if there is some re-

the centemp, and two more pointg,, p, on the boundary. . . . . ' :

These poiqr);'zs have previousIF;/ befr% pZ;JQt i correspondenyce pgion with coherent intermediate affine transformation spa-
the matching algorithm. The following function measures ially Iocate_d between them. In other WorQS, the affine
to which degree the affine transformation of a regiiis transformation can vary gradually from a region to the next

also valid for another regio@ (figure 1): within a GAM. Hence, a GAM can cover not only a planar,
but also a curved or even a continuously deformed surface

D(R7 Q) = (Zizoug HAR14'R2Q§ - Qé”

1
6 ; 7 (1) T o ) B
)0 s AR, —r, Q5 — QL) This is the only parameter, and it is setltl5 of the image size.



(like bending of paper or cloth). The fact that the method 3. Two-view filtering
doesn'’t prescribe a fixed neighborhood area where to grow.

renders it capable of grouping also spatially sparse and dis T_h|s section applles G.AMS to_the problem of robust two-
contiguous subsets of correct matches view filtering. This application is unrelated to the OR from

In princiole. th . ¢ duced GAM migh multiple-model views, covered by the next sections.
n principle, the cpmpos_mon ota produce might Given a set of matches containing a large amount of mis-
depend on the choice of its first region in step 1. How-

h tof . d d the dist b ({:atches, say more than 80%, we need to tell the correct
ever, the near-lo-far growing order and the dislance-base,, oi-neg apart. Unfortunately, the widely used RANSAC

Weighting_make the algorithm_highly order independent. In Epipolar Geometry (RANSAC-EG [10]) filter performs
our experiments the composition of the GAMs was stable poorly in presence of more than 60% mismatches. Instead,

o opy i ! )
(variations of about 1%) in spite of random permutations of we can partition the input matches into GAMs, and build

the input regions. on their fundamental properties. Rather than deciding on
The GAM decomposition has twiandamental proper-  which matches to keep, we can decide on which complete
ties First, it is unlikely for mismatches to form large GAMs  gAMs to keep. GAMs are seen as the new atomic units.
(more than 4-5 matCheS). Mismatches have independentMoreover’ since GAMs Composed by more matches are
widely varying, inconsistent affine transformations bessau  more likely to be correct, we can design a powerful filter by
they are randomly spread in the large 6D affine transforma-relying more on the larger GAMs and using them to validate
tion space. The chances thit mismatches have tranfor-  the smaller ones. Next, we introduce such a GAM-based fil-
mations varying slowly and gradually from one to the next ter which can handle very high amounts of mismatches (we
quickly drop with V. On the other hand, several correct demonstrate it up to 96%).
matches lying on the same surface will form a larger GAM.  The algorithm starts by constructing GAMs from the in-
If a GAM is composed of many matches, these are very put matches. Next, the GAMs are sorted according to their
probably correct. Second, a GAM is most often composedsijze, from the ones containing the most regions, to the ones
of either only correct matches or only mismatches. This is containing the least. In the first iteration, a fundamental
because when growing a correct GAM it is unlikely for a matrix is fit to all regions in the first (largest) GAM. Then,
mismatch to offer a suitable transformation. Even if this the number of inliers to this fundamental matrix are com-
happens, the chances to add a second mismatch are again ggted, among all matches within the first GAM. The first
low. As a consequence, typically mismatches are scatteredzAM is implicitly assumed correct. In the second iteration,
over many small GAMs, while correct matches concentrate 3 new fundamental matrix is fit to the first and the second
in a few larger GAMs. This brings a major advantage of |grgest GAMs. If there are more inliers to this new matrix
organizing matches into GAMs: the number of matches in than there were before, then the second GAM is deemed
a GAM provides an indication of their probability of being  correct. Al iterations have this general form. In thi it-
correct. Moreover, the larger a GAM is, the more relevant eration, a fundamental matrix is fit to all GAMs previously
itis, because it covers a larger part of the scene/object.  deemed correct plus theth one. If the number of inliers
To validate the two fundamental properties, we have to this fundamental matrix exceeds the maximum observed
matched 14 image pairs, run the GAM constructor, and so far, thekth GAM is considered correct. The inliers are
measured size and composition of all resulting GAMs. The computed among the matches within all GAMs previously
total 2253 region matches have been partitioned into 1428deemed correct, plus th¢h one. The algorithm iterates un-
GAMs. 50 of them contain all 415 correct matchesrfect til it meets the first singleton GAM. At this point, all single
GAMS9, while the other GAMs have only mismatchés-( ton GAMs which are inliers to the latest fundamental matrix
correct GAMS. Since the overall ratio of correct matches is are considered correct. All region matches within all GAMs
only 18.4%, the statistics are relevant and truly summarizedeemed correct are returned as correct matches.
the behavior of the GAM constructor. The second prop-  The power of this simple algorithm lies in tteeder in
erty is well confirmed: 96.4% of all non-singleton GAMs which the GAMs are inspected. In the first few iterations,
are composed of either only correct matches or only mis-the algorithm is likely to meet only correct matches, and
matches (as the property trivially holds for singleton GAMs safely builds a solid fundamental matrix. In the later iter-
they are omitted from this statistic). The property is also ations, this helps deciding whether smaller GAMs are cor-
almost fulfilled by the remaining 3.6% of GAMSs, as they rect. Besides, erroneous decisions matter less in the later
contain all correct matches, but one (2.4%) or two (1.2%). iterations, as less matches are at stake. Note how the atom-
The relation between the size of a GAM and its probability icity of GAMs is respected: either all regions of a GAM are
of being correct is shown in figure 2-top-right, which plots accepted, or none.
the percentage of correct GAMs of si2& for varying V. The method has only two parameters: the maximal dis-
The chances that a GAM is correct quickly grow with its tance to the epipolar line, used to determine the inlierd, an
size and is 94% foN > 6. the affine dissimilarity threshold used in the GAM construc-



correct matches returned percentage of correct

matches. Already when adding 300 mismatches, only 51%

- 100% % 190% . i
. our filter 22 LO% of the correct matches are returned. This value continu-
§ ransac—eg 50% J ously decreases until about 8% in the last two steps. Along
. \/\, all steps, an approximately constant rate of about 4.5% mis-
o v e e o 73 Lo 20%
Pe;emage of mismatches ' 90% 96% matCheS a_~re accepte(_j- ) ) )
—— g BV The foliage scene in figure 2-bottom illustrates a practi-

cal application of the new filter. Severe matching ambigui-
ties arise due to the similar structures repeated many times
in the images. This results in many more mismatches than
in usual scenes. The initial matches set contains 25 correct
matches out of 206 (12%). In these conditions, RANSAC-
EG fails. However, the largest 3 GAMSs are correct and con-
tain 23 correct matches (the 3 GAMs have respectively 11,
8 and 4 matches, see figure). The mismatches are scattered
in mostly singleton GAMSs, with the largest incorrect GAM
having only size 3. Ouir filter returns 24 correct matches and
5 mismatches, therefore qualitatively solving the problem
The observed weakness of RANSAC-EG is in agree-
N ment with the independent works of [2, 1]. The exper-
R iments reconfirm the advantageous properties of GAMs:
correct matches and mismatches are separated into differen
GAMs, while mismatches form GAMs composed of at most

tor. These parameters are intuitive and easy to set, in con? few regions. These properties hold largely independently

trast to RANSAC-EG, which requires the number of iter- qf the amount of mismatches in the input. Th? GAM-based
i L ; - filter strongly outperforms RANSAC-EG and is shown ro-
ations as a parameter. This is equivalent to providing the

maximal ratio of mismatches, which is unknown a priori, bust to very high amounts of mismatches.

and varies from case to case. 4. Object modeling
Figure 2-middle shows an example case. There are

122 initial matches, 98 of which are correct. Our algo- Let us now turn to the main topic of the paper: how to
rithm groups 96 of the correct matches into the two largest €xploit the relationships between multiple model views for
GAMs (sized 59 and 37 respectively; the figure shows somerecognition. This section explains how we model the object,
matches from these two GAMs). Note how one correct While section 5 covers the actual recognition process.

GAM covers a curved surface. The mismatches are spread The relationships among the model views are modeled
over 22 singleton GAMs and only one GAM sized 2. In by a dense set akgion-tracks Each such track is com-
order to test the robustness of the GAM partitioning and pPosed by the image regions of a single physical surface
two-view filtering algorithms, we have added an increas- patch along the model views in which it is visible. The set
ing amount of randomly generated mismatches to the initial Of tracks should densely connect the model views, because
set of matches. We added from 300 to 2100 random mis-they will be used during recognition in order to establish
matches in 7 steps, therefore raising the total percentage oconnections among GAMs matched from different model
mismatches from the initial 20% gradually up to 96%. At Views to the testimage (section 5).

each step, we recomputed the GAMs and applied the fil-  This section explains how we build the model region-
ter. As shown in figure 2-top-left, the filter performs very tracks, starting from the bare set/af unordered model im-
well, steadily returning at least 98% of the correct matches ages. First, dense two-view matches are produced between
also when as much as 96% of mismatches contaminate th@ll pairs of model images (subsection 4.1). All pairwise
input. At the same time, the percentage of accepted mis-sets of matches are then integrated into a single multi-view
matches stays approximately constant at 2.5%. The com-model (subsection 4.2).

position of the two largest GAMs rem_ains iQenticaI in the 4.1 Dense two-view correspondences

first 5 steps, and changes only marginally in the last two

steps. The largest incorrect GAM never contains more thanA dense set of region correspondences between two model
4 matches. As a comparison, the figure also shows the perviews v; andv; is obtained by our method [4]. In sum-
formance of RANSAC-EG. Even though it works very well mary, the method first generates a large set of unreliable,
in the initial case, returning all correct matches but otse, i initial region matches, and then graduadiyploresthe sur-
performance drops sharply with increasing amounts of mis-rounding areas, trying to generate more and more matches,

Figure 2:Results for GAM constructor and two-view filter.



model view 1

increasingly farther from the initial ones. The exploratio
process exploits the geometric transformations of exjstin
matches to construct correspondences;infor a number

of overlapping circular regions, arranged on a grid com-
pletely covering the first model view; (coverage regions

This is achieved by iteratively alternating expansion pkas
which construct new matching regionsap, with contrac-

tion phases, which remove mismatches. With each itera-
tion, the correct matches cover more and more of the object,
while the ratio of mismatches progressively decreases. The
method works well in the presence of non-rigid deforma-
tions, like folding and bending [4]. Although this usually
does not happen during modeling, it is an important feature
at recognition time. The final outcome is large set of reli-
able region correspondences, densely covering the parts o
the object visible in both views.

test image

model view 2

Figure 3:The incorrect GAM on the paw is transferred from
model view 2 to model view 1 (arrow).

Once two-view region correspondences have been produced

for all ordered pairs of model views®;, v;),i # j, theycan it considers that the second GAM matches the chest in the
be organized into multi-view region tracks. When matching test image to the paw in model view 1. Now both GAMs
avieww; to any of the other model views, we always use the match model view 1 to the testimage, and their (geometric)
same set of coverage regions. Therefore, each coverage rénconsistency can be measured and discovered.

gion, together with the regions it matches in the otherviews  j,st as it finds conflicting GAMs, the system can notice
induces a region track. Note that if a region is matched from g aMms that are compatible. This is a good reason for con-
view v; to view v;, and also from view; to view v, then  gigering them as more reliable and therefore to reinforee th

itis implicitly matched between; andvy, as well, because  system's belief in the presence of the object. This leads to
it will be part of the same track. Thesensitive matches  {he main advantage in evaluating GAM compatibilities: the
actively contribute to the interview connectedness, ag the reliability of the recognition decision is enhanced, besgau
often link parts of the object that are harder to match di- higher scores can be assigned in positive cases (i.e. when
rectly. the object is in the test image). As a secondary advantage,
The final set of region tracks constitutes our object model. jcorrect GAMs can be detected and removed, thus improv-

5. Object recognition ing the segmentation.
This section explains how to realize these ideas. But be-

Given a test image, the system should determine if it con- fore going into the details, we sketch the overall procedure
tains the modeled object. The first step is to match eachFor each pair of GAMs, we compute a compatibility score,
model view of the object to the test image separately. Forbased on the geometric consistency of their relative ag-ang
this purpose, the algorithm of [4] is used again. Each re- ment. In simple cases, the two GAMs are matched from the
sulting set of region matches is then partitioned into GAMs, same model view and the score can be computed directly. In
via the algorithm of section 2. When applied to these the more interesting cases where each GAM is from a differ-
dense matches, the GAM decomposition is most meaning-ent model view, we first have tibansferone of the GAMs
ful. Each correct GAM then usually correspondsto (part of) to the model view of the other. This is made possible by the
an object facet (figure 3, only the contour of each GAM is connections embedded in the model tracks. Next, the pair-
shown). wise scores are integrated in a singlnfiguration score
However, at this stage, there is no guarantee that allThis varies as a function of theonfiguration the subset of
GAMs are correct. As a result, there usually are some in- all GAMs which are considered correct. The process favors
consistencies in the set of GAMs. For instance, a GAM cor- highly compatible subsets containing large GAMs. This is
rectly matches the head in figure 3 from model view 1 to the justified because larger GAMs are more likely to be correct.
test image. Furthermore, there is another GAM erroneouslyA genetic algorithm is used to maximize the configuration
matching the paw in model view 2 to the chest in the test score. The maximum yields the final recognition score and
image. Since the model views are interconnected by thereveals which GAMs are deemed incorrect. The recognition
model tracks, the model knows the correspondences amongcore increases in presence of compatible GAMs, thereby
the regions on the paw in model views 1 and 2. Thereforeimproving recognition performance.

4.2 Dense multi-view correspondences



The final recognition score, and the decisions to remove5.2  Pairwise compatibility score
GAMs, are based onglobalanalysis of the situation. This ) ] ]
considers simultaneously relationships among all pairs of W& evaluate here the geometric consistency of a pair of
GAMS, coming from all model views. It is computation- CGAMS. Both GAMs are matched between the test image
ally feasible because there are much less GAMs (a few tensnd @ model view;. If at least one of the two GAMs is
than region matches (hundreds to thousands). This is arfnCOITect, we wish this measure to be low.
advantage of reasoning on the higher perceptual grouping "€ compatibility score is based on thiledness con-
level offered by GAMs. The system no longer needs to Straint for uno.rdered.trlples of region matches [3]. The
consider each single region individually, but it can relyoon ~ Center of the first region should be on the same side of the

meaningful organization instead. directed line going from the center of the second region to
The following subsections describe the elements of the the center of the third region, in both the model and the test
above strategy in more detalil. image. This holds for all coplanar triples of correct mathe
and also for most non-coplanar ones [3]. In [3], this was
51 GAM transfer first exploited as the basis for a two-view mismatch filter.

We check the constraint for all triples formed by a region
Consider a GAM matched from a model viewto the test ~ from a GAM and two more regions from the other GAM.
image, and another GAM matched from a different model The percentage of triples respecting the constraint is our
view v;. Before computing the compatibility score for this choice for the compatibility score of the GAM pair. The
GAM pair, they must be putin acommon model view. Only central idea is that if a region is picked from an incorrect
then the geometrical coherence of their relative arrangéme GAM, we expect that most of the triples in which it takes
can be evaluated. part violate the constraint. Note that no triple is composed
A GAM is transferred fromy; to v; as follows: of regions from a single GAM. This preserves the quality of
the measure when exactly one of the GAMs is correct.

The proposed score tolerates a substantial amount of
non-rigid deformation. This preserves the system'’s cdpabi
ity of recognizing deformable objects. Moreover, it is inse
sitive to inaccurately localized region matches, becabese t

regions which are not part of a model track passing number of tri.ples viol_ating the c.;onstrain.t grows smoqthly

throughv;. The model can now predict the location jar?]d slqwllqy rv]wth a fe?'of‘ departlnggrom its |(.jeal. '°C"?‘“°.”-
and shape of the GAM in;. is might happen, for instance, when a region is bridging
a non-planar part of the object.
2. Compute the affine transformations mapping each re-  The score can penalize conflicting GAMs (e.g.: in the
gion of A fromv; to v;. head-paw example above), but also assign high scores to
3. Project each GAM region to; via the affine trans- compatible pairs of GAMs. Although the score is based on
formation of the nearest region &f We have estab- ~comparing region matches, it captures the compatibility of
lished a region-to-region correspondence for the GAM the GAMs as a whole.
between the test image and model view(figure 3).

1. Determine the set of model regionscovering the
same part ofv; as the GAM. This is implemented
by selecting the model regions which strongly over-
lap (more than 70%) with the image area covered by
the union of the GAM’s regions. Remove fromall

. L _ 5.3 Configuration score
When transferring a GAM, it is like making a model-

based prediction. The pairwise compatibility score (next The compatibility scores are computed for all pairs of
subsection) evaluates to which degree the two GAMs areGAMs, and are combined here in a singlenfiguration
consistent with this prediction. This idea is essentiathia score

way the system exploits the relationships among the model The compatibility scores range i, 1]. Based on a
views, in order to conclude more than what is possible from threshold¢, we linearly transform the interval0,¢] to
the mere collection of all GAMs. During modeling, the sys- [—1,0] and the intervalt, 1] to [0,1]. The resulting val-
tem learned the structure of the object in the form of region ues then range ip-1, 1]. In all our experiments, the same
tracks, and it brings this insight to bear at recognitioretim threshold: = 0.2 splits the original range into positive and

by imposing order on the GAMs. negative parts. Positive scores now indicate that two GAMs
Note that a GAM cannot be transferred if the model re- are likely to belong together, while negative ones indicate
gions it covers in view; are not visible in viewy; (A is incompatibility.

empty). In these cases, the compatibility score is not com- We call a configurationC' a subset of the available
puted, and a neutral score is assigned instead. Note tha&AMs. What is the score of a configuration ? It should be
both GAMs could still be correct, but the object parts they high when containing large, mutually compatible GAMs. It
cover might not be visible in a single view at the same time. Should be lower in presence of incompatible ones. These



two forces, pairwise corroboration and individual sizeg ar 3. Crossover. Consider the best/l individuals. De-

combined into the following configuration score: rive the next generation by crossing over all pairs of

them. Crossing over two individuals means keeping

5(C) = Z (Size(PH Z Comp(P, Q)~Size(Q)> @ the identical bits and randomly choosing the different
PeC QeC\P bits. This amounts to producirig- v/1 new individu-

The number of regions in GAMP is denotedSize(P), als, ar_ld copying fche curren_t bazﬁi )

while Comp(P, Q) € [~1, 1] are the pairwise compatibility 4, Mut_atlo_n. Ea<_:h bit of _each |nd|V|_d_uaI in the new pop-

scores. We are interested in the maximum valus(@®), ulation is swﬁched with probability 0.1. This avoids

and in the configuration for which it occurs. The maximum that the algorithm explores only the part of the search

value is used as recognition criteria, to decide whether the space spanned by the best individuals.

objectisin the testimage. Much like in section 3, more trust 5. Iterate. Iterate to 2.

is given to the larger GAMs (first summation term). The ) ) ) )

second term makes the contribution of each GAM heavily ' Various experiments, this GA proved effective by approx-

dependent on its compatibility with the others, especially Imating the true exhaustive search solution to less than 1

the larger ones. A GAM whose negative compatibilities SMall GAM difference in average, on comparisons with up

lower S will be left out. Smaller GAM can also be part of 07 = 20 GAMs. Itis also very time efficient, and solves

the maximum configuration, depending on how compatible C3S€S withn = 20 within some seconds (exhau;tlve search

they are with the others. needs.more than 1 hour), and scalgs well, tqklng less than
An important effect of the second summation term is that "€ minute fom = 60, a problem size for which the real

the total score can beuch higherthan the mere sum of ~ OPtimum cannot be computed.

the sizes of all correct GAMs. This reflects the key idea ;

that compatible configurations are worth more because they6' Results and conclusions

more reliably indicate the presence of the object. This in- We present results for the example object of figure 3. It fea-

creases the separation between scores in positive and negaures a complex geometry composed by several curved sur-

tive cases, thus improving discriminative power. faces. Moreover, it is covered by ambiguous texture, formed
The GAMs not selected by the best configuration are by many small variations on the same basic pattern, which

deemed incorrect and are removed. Note how this deci-challenge the matching process. The model is built from

sion is based on a global analysis. Typically, several in- only 8 views, taken at 45 degrees intervals, all at about the

correct GAMs are detected thanks to their incompatibility same height, during a tour around the vertical axis. Fig-

with GAMs matched to other model views. Such a case yres 3 and 4-left show 4 of the views.

couldn’t have been discovered based on the GAM's model  On the example of figure 3, the system initially produces

view alone. This is another benefit of our proposal for in- 33 GAMs by matching each model view to the test image,
tegrating multiple model views. In analogy with section 3, via the method of [4]. Only 9 of the GAMs are correct, but
each GAM is treated as an atomic unit. 4 of them are very large (more than 60 matches) and contain
S the majority of the correctly matched regions. The method
5.4 Maximization by GA proposed in this paper returns 10 GAMs in the configura-
We now need to find the configuration which maximizes tion with the maximal score. All of the 9 correct GAMSs are
function (2). Unfortunately, we can't try them all out, as included, while all but one of the 24 erroneous GAMs are
there are™ possible configurations of GAMS. det_ect_ed and d_lscarded. The final recognition score is 1770,
We designed a Genetic Algorithm (GA) to find an ap- WhICh is three times as much as the total nqmberofmatches
proximation of the solution. GAs offer an elegant and flexi- In the correct GAMSs (596). Hence the confidence about the
ble framework for optimizing functions of any form. Inthis Presence of the object is significantly boosted, compared to
context, we represent a configuration by a binary indicator the system we started from [4], which just considers the to-
vector! of lengthn. If I(p) = 1, thepth GAM is in the con- _taI number of matg:hes as score. Moreover, when the object
figuration. Thefitness functionF (1) is defined equivalent IS not in the test image, our approach decreases the con-
to 5(C). The GA follows several steps: fidence score. As combmed effect, the scores assigned in
o ) L the two cases are more widely separated, which leads to en-
1. Initialize. Create a random, uniformly distributed pop- nanced discriminative power. Figure 4-top-right shows the

ulation of binary n-vectors. The size of this population ¢omplete and accurate segmentation, as the total area cov-
is I = ceil(v/2n)2. Since this enforces/I to be an ered by the 10 selected GAMs.

integer, it simplifies the later crossover.
2. Fitness. Evaluate the fitness functiof(I) for each

individual. Stop if the best individual is identical as in
the previous generation (not tested the first time).

A challenging case is shown in figure 4-bottom-middle.
The viewpoint is almost completely from above, and re-
markably different from any model view. The object ap-



Figure 4:Results. Left: model views. Middle: second case. Right:&ind third cases.

pears twice smaller than in the model views, and is par- Instead of matching to all model views, we could match to
tially occluded by a ball (head) and a Plush wildcat (front). the first, and then exploit the model connections to decide if
37 GAMs are initially produced, out of which 5 are cor- and which other model view to try out. Another important

rect. Most of the 32 wrong ones are composed by only extension is the support for sparsely textured objects.

a few matches. Our method selects all 5 correct GAMs,

and 3 small incorrect ones, thereby effectively removikgth References

large majority of them. The recognition score is 581, i.e. [1]
2.6 times higher than the number of correct matches (216).
Note the good quality of the segmentation, which includes [2]
even parts of the tail and the left paw. The system has over-
come the aforementioned difficulties. Figure 4-top-middle [3]
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rigid deformations (raised arm, compressed chest).

Although preliminary, we believe these experiments 5
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segmentation quality improves due to the removal of spu- [7]
rious region matches. Multi-view integration is achieved i8]
without rigidity assumptions, and without constructinga 3
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GAM-based two-view filter, that is largely insensitive t@th  [10]
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In the future, we plan to make the system more active.
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